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Foreword
I remember my early conversations with Matt Barney very well. He continually preached the 

merits of “the Rasch model” over classical test theory (CTT), the method of test development 

most of us are taught in grad school. So I studied and studied and eventually, in conjunction 

with Matt, used the Rasch model to develop some scales to measure coaching outcomes. 

I am happy to report that I now feel I know the intricacies and nuances of using the Rasch 

model for assessment development. I’ve drunk the kool-aid—and now I’m the proselyte 

spreading the gospel of Rasch modeling, although I continue to keep one foot in the CTT world.

I am ever grateful to Matt for showing me this powerful tool and now my gratitude extends 

to him and his colleagues for having written a book for lay people which describes this 

technique. A New High-Tech Paradigm for Measurement in Coaching succinctly describes the 

problems with measurement using CTT and outlines the basics of the Rasch model in clear 

and concise language for all of us to comprehend.

In the context of coaching, the book also includes a compendium of important lessons in the 

area of assessment development and use, and biases. I have been a student of psychology for 

many, many years (and still am), yet have never seen such a lengthy list of human biases in 

one place. Every one of us should be aware of these biases we may exhibit or unconsciously 

use to filter our thought processes. Recognition and acceptance of such would make the 

world a much better place.

The book wraps up by showing the value of all this science and technology to coaches: 

shorter and more accurate assessments along with the ability to easily integrate artificial 

intelligence (AI) into an application such as the LeaderAmp platform. This takes pressure off 

the coach to handle mundane parts of coaching such as aiding learning transfer and allows a 

focus on the more abstract, higher level functions where the coach can add significant value 

and insight.

I consider this the end game. This is where AI will shine. The real benefit of AI is to take over 

the more prosaic elements of our lives and allow us Homo sapiens to do more of what we 

evolved to do—to think analytically and abstractly. Matt and his colleagues are clearly blazing 

a trail for us on this frontier.

Joel A. DiGirolamo

Director of Coaching Science

International Coach Federation
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Authors’ Note
While assessment is an integral part of coaching and training, professionals are often unaware 

that they’re using pseudo-measurements that misdirect. This is because some vendors build their 

instruments on fundamental misunderstandings about measurement. Even though most coaching 

and training professionals recognize that the measurements they use are nothing like rulers, 

thermometers, or gauges, too many are fooled into thinking that they’re still useful. Regrettably, 

this means that many coaches and trainers make poor coaching and training decisions based on 

bad information.

In the past 100 years, psychological science has evolved so that human measurement can actually 

have the sophistication that is typical with physical measurement. Consider that a one-degree 

change in temperature on a thermometer is the same whether it’s one degree away from the 

freezing point or the boiling point. This same property of equal-interval measurement is generally 

assumed for the assessments used in learning and development. It is also a requirement of 

quantitative methods used to study the sort of improvement that coaches, teachers and clients 

seek. But in many coaching and training situations, professionals don’t realize they’re being fooled 

by inaccurate and imprecise information. As a result, coaches and trainers are needlessly declaring 

programs unsuccessful when they actually made a favorable difference. This is known as a false 

negative. Similarly, they may believe a change was made when there was not. This is a false positive. 

One of the biggest problems with measurement in HR environments is that too many of them 

measure more than one attribute. Imagine if we created a measure that combined weight and 

height into a measure of “bigness” rather than measuring those things separately in pounds/

kilograms and inches/centimeters. If we told a fitness coach about a potential client who was 

“big,” the coach wouldn’t know exactly what we meant. The future client could be tall, wide, 

heavy, or any combination of the three. Merely knowing he is large isn’t as useful to the fitness 

coach as knowing his height, girth, and weight separately. And yet this lack of clarity, called 

“multidimensionality,” often plagues the assessment of people at work. 

For coaches and trainers, flawed assessment information is problematic because we need 

appropriate measurements to understand where learners are starting, whether or not they are 

making progress, and where they land. By the end of coaches’ last sessions with a client, they need 

measures to evaluate whether clients have achieved their goals. To do that, they need to avoid 

common errors and wrong assumptions about measurements. Unfortunately, they often don’t. 

With this book, we’ll introduce you to the world of objective measurement and new technology 

that makes assessments more trustworthy, timely, and helpful.

Matt Barney, Ph.D.
CEO & Founder
LeaderAmp

Barth Riley, Ph.D.
Psychometrician
LeaderAmp

Allen Goebl
Data Scientist
LeaderAmp

Jamie Madigan, Ph.D.
Product Lead
LeaderAmp
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Chapter 1:

The Devil in the  
Measurement Details

Seventeenth century natural philosophers and today’s learning professionals have more in 

common than you may think. In 1603, a group of Galileo Galilei’s students invented a new 

type of thermometer that demonstrated some of the principles of measurement that are 

most important for today’s training and coaching assessments. The students 

carefully selected a sealed, transparent cylinder containing little glass bulbs 

suspended in a clear liquid. These enterprising scientists varied the density of 

the bulbs so that they rose or fell as the temperature (and thus the density) 

of the liquid around them changed. In their quest for a reliable measurement 

tool, the scientists rejected materials that didn’t conform to their desire for the 

bulbs to rise and fall predictably alongside the surrounding air temperature. 

They wanted to observe a change in the bulbs that was consistent with 

changes along the entire range of temperature in a one-to-one ratio.

This ancient principle --that we construct measurement instruments to 

produce reliable, equal-unit information-- has remained a goal for all 

measurement sciences ever since the first ruler was engineered. When we 

http://www.leaderamp.com
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encounter a new measure, we want to know whether or not it produces reliable information 

about a single area of interest. We only consider a measurement instrument objective 

if different people look at their own thermometer, stopwatch, or ruler and get the same 

estimate. This is not only the foundational principle for measurement in the physical, 

agricultural, and biological sciences known as the field of Metrology, but it should also be a 

guiding principle for measuring people in coaching and learning engagements. 

Unfortunately, it isn’t. Not always. And this could be a real problem for you.

Do Coaches Really Need Formal Measurement? 
Some coaching and learning professionals may doubt that they need to adopt the same 

mindset that motivated Galileo’s students to tinker in their workshops in search of ideal 

measurement methods. Many coaches are attracted to their profession because they enjoy 

its interpersonal aspects and the ability to see --first hand-- the impact of their work. Most 

enjoy doing personal interviews with clients and their stakeholders to get a life history, 

self-description, and meaningful qualitative anecdotes. At the same time, these kinds of 

approaches may lead some coaches to feel that their expert judgment and familiarity 

with clients may be sufficient to informally assess them throughout the engagement. 

It may surprise coaches who are more qualitative and relationship-oriented to learn 

that relationships with clients can be deepened today when we use a formal, modern 

measurements of a clients’ skills, 

attitudes, and knowledge. Later in 

this book we’ll go into more detail 

about just how measurement can 

improve your relationship with  

your clients.

Even coaches who strongly prefer 

qualitative approaches to coaching 

assessment acknowledge that 

interviews are very labor intensive 

and impractical in some situations. 

In one very comprehensive meta-

analysis summarizing research on the use of assessments versus informal judgments, formal 

psychometric assessments substantially outperformed subjective approaches by 33% to 47%.1 

Subjective judgments were occasionally just as accurate, but the mechanical approaches 

were dramatically more scalable and affordable than the purely qualitative forms of data 

analysis. Another recent study involving healthcare suggests that a physician’s judgment is 

typically clouded by 19 different cognitive biases, resulting in 36% to 77% of patients with 

inaccurate diagnoses.2 Physicians who don’t rely on measurement tend to be overconfident 

and biased in favor of over-emphasizing easily available and newly discovered information. 

This is thanks to cognitive quirks like the accessibility heuristic, which gives too much weight 

to novel or easy to remember information. In short, while qualitative assessments are often 

1  Grove, W.G., Zald, D.H., Lebow, B.S., Snitz, B.E., & Nelson, C. (2000). Clinical Versus Mechanical Prediction: A Meta-Analysis. 
Psychological Assessment, 12(1), 19-30.DOI: 10.1037/1040-3590.12.1.19

2  Saposnik, G., Redelmeier, D., Ruff, C.C., & Tobler, P.N. (2016). Cognitive Biases Associated with Medical Decisions: A systematic review. 
BMC Medical Informatics and Decision Making. DOI 10.1186/s12911-016-0377-1
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appreciated and feel more comfortable to some coaches, they are not as fair or realistic 

when the organization needs to affordably scale coaching. As a professional in coaching or 

learning, you need to be aware of and rely on the strengths of quantitative measurement. 

But you also need to 

understand the limitations 

of such measurements, 

especially the limitations 

of the kinds you may have 

learned about in school and 

used throughout your career. 

There are some assumptions 

that need to be undone.

The Problem 
With Typical 
Measurements
Hundreds of years after 

Galileo’s Thermometer, in 

the 1800s, social science measurement specialists struggled to measure psychological 

“constructs” objectively. Unlike engineering, agricultural, or medical measurement, 

psychologists redefined measurement simply as the assignment of numbers to objects or 

people. These psychologists would often tally up how many correct or incorrect answers 

a person got on a test in order to supposedly measure whether or not the person was 

sufficiently skilled - skill being an unobserved, or latent “construct” that had to be observed 

from right and wrong answers to test questions. This is known as a “raw score” approach, and 

it is plagued with limitations.

For example, what if someone told you she got perfect scores on a test? Would you be 

impressed? Probably not if you then learned that the test was one given to kindergarteners 

learning to spell. Probably so if it were a test of quantum electrodynamics (QED) that would 

stump your average particle physics Ph.D. This is because the difficulty of the questions for 

a given audience really matters when creating and interpreting test items (questions). Too 

often when we create assessments, knowledgeable or highly skilled test-takers knock our 

supposedly hard questions out of the park and novices bomb questions that we intended to 

be easy. These kinds of tests can’t wholly take a person’s skill level into account at the same 

time it’s measuring them. 

Social scientists have tried to solve this issue by looking at distributions of scores. This lets 

them determine whether a person seemed high or low in an area compared with how other 

people scored. Someone in the 95th percentile was assumed to be high on the thing being 

measured, while someone in the 5th percentile was believed to be low. This is the idea of 

“curving” or “norming” the test, and it often produces the familiar “bell curve” or normal 

distribution. But one fatal problem with this norm-based approach is that it requires us to 

create the curve with samples that are representative of the entire population that we’re 

http://www.leaderamp.com
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interested in, and this is almost always impossible. Because this is so hard, early psychologists 

normed tests on biased samples that were convenient to study, such as students. 

Unfortunately, these samples are 

often not representative of the 

adult population of real interest. 

Especially when we have diverse 

client populations we want to coach 

or train.

Nonetheless, test developers would 

take scores from these groups, 

compare them to the bell curve, 

and declare the person’s proficiency 

high, low, or somewhere in between. 

But the problem was that if 

psychologists used a sample  

that was very different from the 

larger population, they would get an 

entirely different result. It is similar 

to the imaginary scenario where we try to measure distance with an elastic ruler. If we stretch 

such a ruler more at some times and less at others, the number of inches or centimeters we 

measure would be very different each time. This is why we buy rulers and yardsticks that 

are made of hard wood or metal, so that the inches and centimeters are always the same. 

When we use a normal distribution that is different from the group we’re now trying to 

measure, it’s like using a yardstick made of elastic. Unfortunately, in today’s cross-cultural 

world test developers almost never have representative samples of the population - there 

can be many factors that cause the sample distributions to be unrepresentative. So norm-

based approaches are not very practical or useful. Many assessment vendors inappropriately 

continue to use assessments developed based on methods that should have been replaced 

by more modern best practices for assessment design.

A Better Way to Think of Measurement
In response to these shortcomings, during World War II a Danish statistician named Georg 

Rasch created a mathematical approach to transform human data into information that the 

rest of the measurement sciences prioritizes.3 Rasch’s approach used a mathematical model 

of an ideal measure and expected useful human data to deviate from perfection --at least a 

little bit. 

Rasch measurement specialists follow the lead of physical scientists when writing questions. 

This is exactly the same approach as Galileo’s students who considered the density of many 

materials that could be housed in glass such as saltwater, peroxide, and other liquids, but 

rejected those that did not grow and shrink in linear fashion as temperature rose or dropped. 

3  Rasch, G. (1960/1980). Probabilistic Models for Some Intelligence and Attainment Tests. Danish Institute for Educational Research, 
expanded edition with foreword and afterword by B.D. Wright. Chicago: The University of Chicago Press.
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Engineers selected mercury, in part, because it rose and fell in linear proportion to the actual 

amount of ambient heat present around a thermometer. Similarly, when Rasch enthusiasts 

write questions they try to create questions that will measure just one thing, at a particular 

level (low, medium, or high). A set of such items will allow the assessment to detect high and 

low in linear fashion as long as it conforms to the quality standards required by the Rasch 

model for measurement. Rasch enthusiasts reject questions that aren’t linear, just like early 

thermometer engineers rejected liquids that didn’t expand by the same amount in high or 

low temperatures.

A key concept to understand with Rasch measurements is that both a person’s skill level and 

the questions used to measure that skill are on the same “ruler.” The graphic below shows this 

modern understanding of measurement, where questions (often also known as “items”) and 

people can be placed on the same “ruler” of interest. Questions are listed on the top of the 

ruler, with corresponding people written on the bottom.

This approach allows the assessment to be much more efficient and use fewer questions 

because we can skip questions that are clearly too hard or easy for a particular person. We 

can simply compare a person’s ability with a question’s difficulty to estimate the likelihood 

that they would perform a given behavior, or be rated north or south of that location on 

the “ruler”. For example, let’s consider a dimension from leadership such as charisma --the 

degree to which the person can display behaviors that others find inspirational, such as 

telling a story, using metaphors, and using non-verbal behaviors in exciting ways. When we 

use a Rasch approach to measuring charisma, only highly inspirational leaders could give 

a rousing talk like Martin Luther King Junior’s “I have a Dream” speech. Only those kinds of 

leaders can score high marks for talking about ethics forcefully using riveting, tearjerking 

stories and electrifying metaphors. This is because Dr. King was extremely charismatic and 

would undoubtedly be high on a Rasch measure of charisma. 

Rasch vs. Traditional Assessments
Using the information about the level of the leader and questions on an assessment 

makes it possible to assess how well a person’s responses to a set of questions fit Rasch 

Measurement is the process of developing a linear units reflecting the magnitude of a quantitative 

variable such that units are equal and additive. 

For assessments of personality, interest, or behavior, the location of the question on the ruler is 

estimated with respect to how hard it is for an individual to give a high rating (for example, in a self 

rating or a 360 rating).

Easiest 
question

Easy 
question

Hard 
question

Hardest 
question

Client with lowest 
proficiency

Client with second 
lowest proficiency

Client with second 
highest proficiency

Client with highest 
proficiency

1 2 3 4 5 6 7 8 9 10 11
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expectations. For instance, a supposedly difficult question that is frequently rated high on a 

self-assessment by people who are actually low on that dimension suggests a problem with 

that particular item given the apparent mismatch between skill and difficulty. In a knowledge 

testing situation, this may 

indicate that it is relatively 

easy to guess the correct 

answer to the question. 

On a health measure, 

it may suggest that a 

severe symptom may be 

reported even when milder 

symptoms are not present. 

In any case, it’s a great 

technique for spotting 

problematic items that 

need to be removed or 

improved.

When questions and 

persons both fit the 

Rasch model, the resulting measure is objective. Unlike other assessment techniques, 

the measurement is not dependent on the specific questions we happened to ask or the 

attributes of the sample we used to calibrate the instrument. This means we can use subsets 

of questions or apply a measure to a new sample of respondents without jeopardizing the 

meaning or the ordering of the items along the ruler. In this way, Rasch circumvents the 

problems of norms that plague traditional approaches in the social sciences.

Rasch also has key benefits for coaches and trainers that aren’t available with other 

approaches. Rasch assessments make it easy for the coach and client to see which areas  

the client has already mastered, which areas are at an appropriately challenging level  

(and therefore ideal to coach), and which areas are currently much too hard for the client  

to attempt. 

This order from easy to hard allows a coach to not only target coaching and practice plans 

in that specific client’s “Goldilocks Zone,” but also allows the coach to evaluate how the 

client seems to be improving each time they retake the measure. With a well-constructed 

Rasch measure, it will not matter what specific questions are asked or what raters are making 

judgments. The result will be objective, accurate, and unbiased as long as they reasonably 

approximate the Rasch quality control parameters.

To simplify and reduce the cost of baselining and evaluating clients, coaches often collect 

formal, numerical information about their clients, either though self-reports or multisource 

surveys (e.g., 360 degree surveys). But today’s coaching and training industry often 

erroneously treats any number that comes out of a quiz, test, questionnaire, or assessment 

as a valid measure. The problem is that simple number tallies or raw score data from 

http://www.leaderamp.com
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simple “Strongly Disagree to Strongly Agree” scales have a host of warped, deformed, and 

unsalvagable problems. The great physicist-turned-psychometrician Professor Benjamin 

Wright of the University of Chicago outlined five such problems with these kinds of 

traditional, “raw score” approaches 

to measurement.4 Let’s review each 

of them. 

Issue #1: The Broken 
Bucket of Missing Data
One serious problem with raw scores 

is how to interpret the results when 

data are missing for some questions. 

For example, suppose we want 

to measure our client’s optimism, 

which Professor Martin Seligman has 

shown will help clients remain resilient and more likely to learn by applying their coaching 

in-between sessions or classes.5 Suppose that we ask two clients to rate themselves on a 

5-point scale where 1 is “Not at all like me” and 5 is “Completely like me.” They both rate 

themselves, except our first client overlooked four questions and thus didn’t answer them. 

How should you handle this rather common problem? 

We can answer this question from two perspectives. Table 1 below shows one possible 

approach. It shows that Client B scores higher than Client A if we simply add up all the points 

across the questions that each of them answered and just ignore the missing questions 

denoted as “m”:

Table 1: Missing Data Perspective 1
But you can probably see the problem with this. On all of the questions Client A did answer, 

she self-rated much higher than Client B. Doesn’t that suggest that she is higher in optimism?

A second way to answer the dilemma of missing data is by comparing the two clients only on 

the questions they both answered and ignore the ones that we don’t have complete data on 

across all clients. If we take this approach, we see the result in Table 2.

4  Wright, B. (1999, September 23). How to Convince Your Friends NOT to Misuse Raw Scores. Rasch Special Interest Group Lecture 
Series. Downloaded December 26, 2018 from http://raschsig.org/bwright.ppt

5  Seligman, M.E.P. (2006, January 3). Learned Optimism: How to change your mind and your life. Vintage, ISBN-13 978-1400078394

Optimism Question

a b c d e f g h Total

Client A 2 3 3 m m m m 4 12

Client B 1 2 2 2 2 2 2 3 16
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Table 2: Missing Data Perspective 2
This analysis gives quite a different answer - that Client A is the more optimistic. But we had 

to throw out Client B’s data to make that determination, and Client B’s points were cut in half. 

It’s worth noting that this example is much simpler than many coaches would even face given 

that it only features two clients across a handful of questions. 

Issue #2: The Crumbling Categories of Lumpy Ratings
Another problem with raw scores stems from the Likert scale that is typical in coaching for 

self-assessments and 360s. These scales are often described as “lumpy” because people 

lump the anchor points together in their mind instead of spreading them out evenly. For 

example, coaching assessments often ask clients to rate themselves using a range like this:

Very Strongly Agree  6

Strongly Agree  5

Agree    4

Disagree   3

Strongly Disagree  2

Very Strongly Disagree 1

The challenge is that respondents often have difficulty distinguishing between anchors 

that are close to each other, like “Very Strongly Disagree” and “Strongly Disagree.” If you 

asked five people what the differences are between those points in terms of the behaviors 

they’re taking into account to make their rating, you could get five different answers because 

people can interpret the scales differently. Consequently, the actual distance between 

these categories along the measure may vary considerably, but the raw score does not 

take this into account. In raw score terms the distance between “Very Strongly Agree” and 

“Strongly Agree” is one raw score point, just as the distance between “Agree” and “Disagree” 

equals one raw score point. The raw score therefore exaggerates small differences while 

underestimating larger differences. People mentally lump the points on the scale together or 

Optimism Question

a b c d e f g h Total

Client A 2 3 3 m m m m 4 12

Client B 1 2 2 m m m m 3 8
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spread them out as shown in Figure 1 below.

Figure 1: Unequally Spaced Responses 

Given this, if we asked a sample of your most successful clients whether or not they would 

recommend others to buy your services, would they really be able to distinguish between 

“Strongly Agree” and “Very Strongly Agree”? Most commercially available tests ignore 

these lumpy ratings and just assume they’re equally spaced, which significantly distorts the 

information you’ll be using. When you’re shopping for an assessment, never trust a vendor 

who reports tallies or percentages of responses in each response category, because such an 

analysis of individual responses ignores the fact that some of those differences are unequal 

or actually indistinguishable from each other.

Issue #3: The Dirty Data of 
Unpredictable Responses
Our third problem with traditional 

assessment comes from the fact that client 

behavior can sometimes be surprising in 

ways that traditional assessments can’t deal 

with gracefully. Suppose we had a sales 

manager rate the persuasiveness of two of 

his salespeople using a scale from 7 (highest) 

to 1 (lowest). Some of the persuasive tasks 

are easy, like doing internet searches about 

a prospective customer before making a sales call. Others influence tasks are very difficult, 

like overcoming customer objections related to product limitations, competitor features, or 

price. If we sorted this manager’s ratings by the difficulty of the sales task, we might expect 

a pattern that appears in Table 3 below. If the second salesperson is less persuasive, we 

would expect him to get lower scores overall, but he could still perform well on the easy tasks 

while scoring lower on moderately difficult tasks, and low on the hardest tasks. The better 

salesperson, Person 1, might have a similar pattern but only get the absolutely highest rating 

Rating forms offer equally spaced categories:

But raters usually think of unequally spaced responses when they make ratings:

1  2  3  4  5  6

1  2 3    4       5 6
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on the easiest tasks, do moderately well on the moderately difficult tasks, and even she may 

have opportunity to develop on the hardest persuasive tasks.

 

Table 3: Expected Persuasion Ratings
But real world data are not so neat and tidy. Suppose we get some tasks that we expected 

the better salesperson to do well, but she did not. And there were other tasks that the worse 

salesperson did surprisingly well. This surprising pattern appears in Table 4 below, with the 

surprisingly low/high ratings in brackets.

Table 4: Actual Persuasion Ratings
This messy, real-world example illustrates that raw scores are blind to unpredictable 

responses. Most assessments don’t give insight into surprising failures or successes as 

opportunities for coaches or teachers to probe and investigate further. 

Issue #4: The Perverse Precision of Extreme Scores
Precision is important in measurement because we need to know what level of challenge is 

optimal for each client. An aquatics coach would never coach a novice swimmer to jump into 

into the deep end of a pool, nor should she coach an Olympic swimmer like Michael Phelps to 

blow bubbles in the children’s wading pool. The children wouldn’t like it, to say nothing of  

Mr. Phelps or the novice swimmer. Precision is also important so that we know which clients 

are significantly better at the end of an engagement than they were at the start. This is 

acutely true for dimensions like personality that are the hardest to coach, and we would 

expect to have the smallest improvement from any such coaching intervention. With too 

much imprecise noise, even a good instrument won’t be able to show growth, even when it 

really occurred. What coach doesn’t want to celebrate a client achieving goals, when they 

really did?

Task 1
(Easiest)

Task 2 Task 3 Task 4 Task 5 Task 6 Task 7
Task 8

(Hardest)
Total

Sales 
Person 1
Ratings

7 7 6 6 6 5 5 4 46

Sales 
Person 2
Ratings

4 4 3 3 2 1 1 1 19

Task 1
(Easiest)

Task 2 Task 3 Task 4 Task 5 Task 6 Task 7
Task 8

(Hardest)
Total

Sales 
Person 1
Ratings

7 7 6 6 {1} 5 5 4 46

Sales 
Person 2
Ratings

4 4 3 3 2 {7} 1 1 24
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At the same time, raw scores are ironically the most precise at exactly the place on the ruler 

where they provide the least amount of information! The figure below shows an example of 

a scale used to measure fatigue. An exhausted person on the far left side of the scale might 

find it very difficult to even get out of bed. But if they can’t get out of bed, and we have no 

tasks that are easier than getting out of bed to test the person, we really have no idea how 

much lower in fatigue they might be. 

Figure 2: Maximum Certainty With Minimal Information
In other words, if a client gets the lowest raw score possible, we know they’re extremely low 

on a dimension but we have no idea how far below that score they might be. Conversely, if 

an Olympian with a great deal of stamina and energy is not tired after playing a soccer game, 

we have no idea how much more energy she might have beyond the reach of a questionnaire 

that doesn’t include questions that are extremely high. In business terms, if a leader gets the 

highest raw score possible, we are quite sure that they’re extremely high, but have no idea 

how far above that score their proficiency might be. 

Issue #5: The Irregular Intervals of Rubber Rulers
Suppose that two of your coworkers participated in a 5k race along with dozens of other 

runners. When you asked them how they did, one replies “I came in 8th.” The other says 

“I finished in 20 minutes.” This may be confusing because these answers assume different 

measurement scales. The first scale is based on a ranking, while the second scale is a 

quantitative measure (in this case, the amount of time between starting and finishing  

the race).

Level of Challenge
How demanding is the activity?

Level of Fatigue
How tired is the person?

Least 
Demanding 
Activity

Most
Demanding 

Activity

Off Scale
How much 

lower?

Off Scale
How much 
higher?

Most 
Fatigued 
Person

Least
Fatigued 

Person

Getting out 
of bed

Bathe  
& dress

Yard 
work Sports

1 2 3 4 5 6 7 8 9 10 11
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For some human resource 

decisions, ranking may be 

sufficient. For example, 

when hiring or promoting 

employees it may be 

enough to simply identify 

the top few candidates. 

But for development and 

coaching, dimensions need 

to be measured differently 

because constant units of 

measurement are needed 

to assess improvement. 

Suppose one of your 

coworkers runs a new race 

and places 6th this time 

instead of 8th. Although this 

seems like an improvement, 

it’s unclear if they were 

much faster or if the 

competition was slower. Or both. Further, it is hard to compare improvement at different 

levels of the scale. For example, improving from 8th to 6th and improving from 25th to 23rd 

likely represent different degrees of success because competition is tighter among the fastest 

runners. On the other hand, knowing that your other coworker shaved 30 seconds off their 

previous time provides a much more concrete indicator of improvement.

Although units of measurement are important for accurately assessing change, the degree 

to which the units are equal (i.e., any two measurements can be added or subtracted 

meaningfully), accurate, and precise is often not evaluated or reported by test developers. 

Neither are they often evaluated with commonly used quality indicators such as reliability 

and validity. However, a Rasch approach emphasizes units of measurement and consequently 

produces scales that are ideally tailored to the needs of coaches and employee development 

programs that want to accurately and fairly measure development. 
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Chapter 2:

Make Believe Measures

The popular coaching and training press is full of ideas that sound fun, popular, and powerful.  

Superficially popular assessments and coaching approaches seem like they should be 

related to success in love, life, and work. Clients, especially CEOs, are sometimes smitten by 

charismatic “gurus” of leadership who have a commanding stage presence but who seem to 

be unaware of the 100+ years of the science around leadership development.

Too often, when a manager looks at a prospective vendor’s science, coaching models, and 

dimensions for development, the evidence is slim or nonexistent. Even worse, sometimes the 

vendor’s approach is the opposite of what really works and can harm clients and employees 

if used. The emperor of learning measurement isn’t naked, but he often struts around many 

organizations wearing some pretty skimpy attire.

Even learning and development professionals can mistakenly assume that just because a test, 

quiz, or assessment has a catchy or useful sounding name it measures what you might think 

--or anything at all. 

In coaching or training, a construct is something about a person you want to measure. 

We typically define constructs indirectly by looking at patterns of behavior, since we can’t 
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actually observe directly people’s knowledge, 

skills, abilities or personality traits. An example 

from the physical sciences might help clarify this 

approach. Think about measuring the impact of 

the moon on ocean tides. Since we can’t observe 

this physical process directly, we might place 

measuring sticks at various distances from the 

shoreline and then take hourly measurements. For 

such a measurement system to be reliable and 

valid, we must ensure that our yardsticks reflect 

the tide coming in (high tide) and out (low tide) 

and not variations due to other factors like high 

winds that blow the sticks partially over so that 

they’re slanted. Any introduction of extraneous 

factors like wind into the measurement introduces error. It’s called that because it represents 

variation in our measurement caused by things we’re not interested in (and which makes 

it hard to measure what we want.) The same is true with human measurement --we infer 

constructs from behavior, and our measurement techniques help us make sure they’re fair, 

accurate, and sufficiently precise to be useful. To get useful information, is essential that such 

error variance is removed or at least minimized in order to ensure that the measure fairly 

focuses on the construct of interest. 

Fraud & Fiction Masquerading as Fact
To avoid investing in untrustworthy assessments, you have to look for firms that are 

grounded in the latest, peer-reviewed science. Firms like the Center for Creative Leadership, 

Development Dimensions International, and LeaderAmp not only apply the science, but 

actually have scientists making sure their instruments are up-to-date. 

Unfortunately, the assessments that dominate our industry are frequently untrustworthy.  

Far too often you’ll encounter solutions that sound good to you, your clients and your 

coaching colleagues but are not. The coaching industry is facing an epidemic of bogus 

assessments and dimensions, and we’ll try to help you avoid some of the bigger landmines in 

this next section.

Landmine #1: Jingle-Jangle Fallacies

One big landmine is what these constructs are called in the industry. Scientists call them 

“jingle-jangle fallacies” when assessment vendors are naive or try to confuse you. There are 

a several fallacies under this heading. The “jingle fallacy” refers to the situation where an 

assessment vendor’s instrument looks like it measures the same thing as something else 

(e.g. sold by a different vendor) with the same name, but when you look deeper, it actually 

does not. For example, some tests claim to measure values that are distinct from personality, 

but they often correlate very highly so as to be really the same construct.6 For example, the 

personality literature has some good assessments that call people “conscientious” when they 

6  Higgs. M. & Lichtenstein, S.. (2010, September 1). Exploring the ‘Jingle Fallacy”: A study of personality and values. Journal of General 
Management, 36(1). DOI: 10.1177/030630701003600103

http://www.leaderamp.com
http://www.leaderamp.com


LeaderAmp.com Copyright, 2019, All Rights Reserved 19

pay attention to detail, keep their word, and exercise prudence. Others use the same exact 

word for an instrument that has entirely different questions and none of the calibration and 

validation studies to back it up. The “jangle fallacy,” on the other hand, describes the situation 

where a test vendor claims they have scales that measures something new and different, but 

it is really old wine (or vinegar) in new, shiny bottles. This is true for many so-called measures 

of “emotional intelligence” measures that studies have shown just measure cognitive ability or 

personality.7  

Landmine #2: Redundancy

Around 2007 a new buzz word 

entered the vocabulary of 

many coaching and learning 

professionals: “grit.” This concept 

represented a person’s passion 

and perseverance in the face of 

obstacles and setbacks. When 

it was originally introduced, grit 

received considerable attention 

both from the media and from 

business organizations because 

it seemed to represent a new 

personality trait important for 

employee success. Consultants 

without expertise in measurement 

are constantly designing assessments for exciting new constructs like grit. However,  

as evidence accumulated it become clear that grit was highly similar to the Big Five 

personality trait of Conscientiousness --a trait already well known as highly predictive of  

job performance.8 

Grit’s arrival on the scene provides an example of a perennial problem in psychology called 

“construct redundancy.” It’s essentially what it sounds like: a new construct is redundant 

with an existing --and often better understood-- one. Construct redundancy often happens 

because researchers, consultants, and test publishers have strong incentives to introduce new 

ideas without carefully considering whether or not the idea they are introducing improves 

over what is already well known. Consultants and assessment publishers quickly develop new 

measurements for these new markets, but as more research is published the hype dissipates 

and the cycle begins anew with a different popular attribute of the year. While using a 

measure of grit to predict potential and performance is okay, an organization that constantly 

adopts new assessments is likely to frustrate workers and confuse decision makers. In the 

example of grit, a better alternative might be a measure of Conscientiousness --a very well 

studied trait long known to predict workplace success across many jobs. 

7  Antonakis, J. (2015, March). Emotional Intelligence: The hype, the hope, the evidence. Emotion Researcher.  
http://emotionresearcher.com/emotional-intelligence-the-hype-the-hope-the-evidence/

8  Credé, M., Tynan, M. C., & Harms, P. D. (2017). Much ado about grit: A meta-analytic synthesis of the grit literature. Journal of 
Personality and Social Psychology, 113(3), 492.
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For many other popular constructs, insufficient research has been done to definitely show 

that these variables really measure already known traits. Nonetheless, substantial skepticism 

exists among many researchers. For example, “learning agility” has been criticized9 as ‘‘old 

wine in new bottles.’’

Landmine #3: Impracticality

Another problem is the creation of assessments based on an intriguing idea that does not 

turn out to be very practical. One such construct is person-organization fit. This concept 

evaluates at the fit between an individual and the culture or climate of the organization 

they’re joining, not the job tasks they’ll be performing. While many managers will tell you that 

how well an employee “fits” into an organization is a major determinant of their subsequent 

performance on the job, actually putting this idea into practice has proven difficult. A review 

of the literature suggested that the correlation between measures of person-organization fit 

and job performance was tiny.10 

Keep in mind that research showing that person-organization fit does not predict job 

performance should not be taken as evidence that the concept of fit is unimportant. Rather, 

for many of the more complex and nuanced constructs it is likely the case that it is simply 

harder to measure these variables in a accurate and consistent way. Research on the 

usefulness of a construct is important because it validates not only the idea of the construct 

but also the practical considerations of actually measuring a construct in a manner that is 

useful for improving decision making.

9       DeRue, D.S., Ashford, S.J., & Myers, C.G. (2012). Learning Agility: In search of conceptual clarity and theoretical grounding. Industrial 
and Organizational Psychology, 5, 258-279

10   Arthur, W., Bell, S.T., Villado, A.J., & Doverspike, D. (2006). The Use of Person-Organization Fit in Employment Decision Making: An 
assessment of its criterion-related validity. Journal of Applied Psychology, 91(4), 786-90. DOI: 10.1037/0021-9010.91.4.786
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Measures that Matter

The key to making sure your client’s assessments are appropriate is to make them goal 

relevant. When your client is focused on workplace challenges and development, this 

means that the assessments need to be job related. Job analyses that describe the work 

the company needs done, and the attributes of employees that are needed to perform it 

well are typically how Organizational 

Psychologists establish the potential 

utility of a new assessment. The 

science suggests there are three 

major places to look for good 

measurements: some that are 

universally relevant to every job, some 

that are very specific to a particular 

profession or industry, and those that 

represent general work behaviors. 

Universally Relevant

By far the most studied measurement 

in 100 years of applied psychology is 

the role that general cognitive ability 

has in predicting job performance 

across almost every job, culture, and 

profession ever studied.11 But the prevailing view in coaching is that cognitive ability isn’t 

something to measure because it can’t be developed. Why measure it if you can’t coach 

people on it? If a coach assesses cognitive ability in a client, it might be simply to help 

guide future career paths that are a good fit with a client’s ability and vocational interests.  

But because mental information processing is not something that can really be improved, 

coaching in this area is rare.

What is common to assess in coaching, however, is personality. The “Big Five” model of 

personality is predictive of workplace success --especially conscientiousness, which concerns 

a person’s attention to detail, their prudence, and their desire to keep their promises. Since its 

development, the Big Five model has enjoyed extensive use by organizational psychologists 

and others who need to measure personality traits. Such personality assessments have 

historically been self-report in nature, asking subjects to measure themselves. This despite 

the fact that recent studies combining measurements of over 44,000 people show clearly 

that multisource surveys (e.g., 360 degree surveys) are two to three times more valid than 

asking people about their personality directly.12 13 But self-report formats persist because 

personality tests started out that way and they’re vastly easier to administer than the more 

valid and more useful multisource survey that requires collecting data across multiple people. 

Even those personality assessments that are multi source in nature usually have long reports 

that are quickly forgotten a few weeks later. A better approach would be to use newer forms 

11     Schmidt, F.L., Oh, I-S., & Schaffer, J.A. (2016). The Validity and Utility of Selection Methods in Personnel Psychology: Practical and 
Theoretical Implications of 100 Years of Research Findings. Working Paper. DOI: 10.13140/RG.2.2.18843.26400

12  Connelly, B.S. & Ones, D.S. (2010). An Other Perspective on Personality: Meta-Analytic Integration of Observer’s Accuracy and 
Predictive Validity. Psychological Bulletin, 136(6), 1092-1122.

13  Oh, I.-S., Wang, G., &amp; Mount, M.K. (2011). Validity of Observer Ratings of the Five-Factor Model of Personality Traits: A  
Meta-Analysis. Journal of Applied Psychology, 96(4), 762-773.
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of AI that help clients drip suggestions into their busy lives, so the assessment results are not 

forgotten. We will have more to say on this in a later chapter.

Job and Industry Specific

Sports coaches were the earliest pioneers in profession-specific coaching. The sorts of 

measurements sports coaches use are often similar to the fitness trainers - speed measured 

with a stopwatch and treadmill, and so forth. But increasingly, coaches who have domain 

expertise in a given industry, profession, or technical discipline area also need assessments. 

In well developed domains, like Microsoft and Cisco technical certifications, you can generally 

rely on the company to use good measurement methods to baseline and re-measure your 

clients. But other hot technical areas like blockchain and artificial intelligence may need 

custom developed assessments as these areas are new and have few standards.

http://www.leaderamp.com
http://www.leaderamp.com


LeaderAmp.com Copyright, 2019, All Rights Reserved 23

Chapter 3:

Rasch to the Rescue

Did you know that the kilogram is no longer defined physically? In 2018, scientists started 

to define the kilogram mathematically so that its weight will never change.14 This represents 

a high degree of devotion to good measurement that is characteristic of the physical 

sciences. One way of creating good measures in social science is to hold them to the same 

standards that we use for other instruments like thermometers, calipers and rulers that we 

use every day. Towards that end, human measurement is now defined mathematically, using 

a family of techniques known as “Rasch Measurement.” The last chapter outlined the history 

of measurement in the human sciences and why many if not most measurements used in 

coaching and training lack the reliability, validity, and precision needed to be useful. This 

begs the question: what is a trustworthy measure? How can we find and use trustworthy 

measurements?

The Case for Objective Human Measurement 
Modern measurement in psychology, like all sciences, tries to quantify one dimension at a 

time and estimate the magnitude of that attribute with reasonable accuracy and precision. 

This is known as “construct validity.” But there are many threats to construct validity, 

14   Vincent, J. (2018, November 16). Scientists Say Goodbye to Physical Definition of the Kilogram. The Verge.  
https://www.theverge.com/2018/11/16/18098234/kilogram-new-definition-vote-passed-kg-measurement-bipm
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including biases and mental shortcuts that can make our judgments, and those of our 

valued stakeholders (e.g. ratings in a 360) less than objectively rational. These shortcuts in 

our thinking have evolved because they are often useful, but cognitive biases that affect 

assessments are a type of misfiring that are not objective and potentially costly. Biases that 

may affect any kind of traditional assessment include:

Anchoring: The first thing we judge influences our judgment of all that follows.

Availability Heuristic: If something is easier to recall from memory, it is judged to be 

better or more common.

 

Confirmation Bias: We favor information that confirms our existing beliefs.

Curse of Knowledge: Once we understand something we presume it to be obvious  

to others.

Backfire Effect: When our core beliefs are challenged, it can cause us to believe in 

them even more strongly.

Barnum Effect: Because our minds are always making connections, it is easy for us to 

take vague statements and make them seem personal and specific.

Belief Bias: If a conclusion supports our existing beliefs, we tend to rationalize 

anything that supports it.

Bystander Effect: We presume someone else is going to act in an emergency situation.

Declinism: We remember the past as better than it was, and expect the future to be 

worse than it will likely be.

Dunning-Kruger Effect: The more we know the less confident we’re likely to be, but 

the less we know the more overconfident we tend to be.

Framing Effect: We allow ourselves to be unduly influenced by context.

Fundamental Attribution Error: We attribute the behaviors of others to internal 

factors (like their character), but attribute our behaviors (especially failures) to  

the situation.

Groupthink: We let the social dynamics of the situation override the best decision.

Halo Effect: We assume that a person who is high in one trait (such as physical 

attractiveness or height) is also high on other positive traits (like ability).

In-Group Bias: We unfairly favor those who belong to our group.
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Just World Hypothesis: Our preference for a just world makes us presume that  

it exists.

Negativity Bias: We allow negative things to disproportionately influence our thinking.

Optimism Bias: We overestimate the likelihood of positive outcomes.

Pessimism Bias: We overestimate the likelihood of negative outcomes.

Placebo Effect: If we believe we’re taking medicine it can sometimes help us even if it  

is fake.

Reactance: We prefer to do the opposite of what someone is trying to force us to do.

Self-Serving Bias: We believe our failures are due to external factors and we’re 

personally responsible for our successes.

Spotlight Effect: We overestimate how much people notice how we look and act.

Sunk Cost Fallacy: We irrationally cling to things that have already cost us something.

As you can see from this long list of biases, 

each is a unique type of bug that infests 

assessments that coaches and trainers use 

today. Very few assessments in the coaching 

and training marketplace make sure they 

account for these biases --especially in the use 

of 360s. Because there are so many biases in 

clients’ self ratings, in their stakeholder ratings, 

and even in our own judgments as coaches, it 

is imperative that the measurement approach 

we use avoids or adjusts for the presence 

of these biases. We don’t want to suggest 

inappropriate goals or actions a client could take that might not have any benefit. Nor do we 

want to look at evaluations that can’t be trusted to determine whether or not clients have 

achieved their goals by the end of the engagement.

The Rasch Measurement family of techniques treat these biases just like a carpenter treats 

possible problems with fitting a new door to a frame. While carpenters’ rulers, right angles, 

or materials all might have imperfections, they use measurement tools that are good enough 

to ensure the door closes fully. Rasch measurement techniques are unique in that they 

are the only approaches that assume one or more sources of bias might be present in any 

assessment situation. Rather than trying to pinpoint every possible bias, Rasch techniques 

compare the information collected in an assessment with a mathematical “gold standard” and 
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determine whether it is close enough to be useful. The next part of this chapter will review 

how you can shop for good measurements that avoid these types of biases.

Shopping for Good Measurements 
At this point in the book, we hope 

you’re convinced that you want 

to look for more trustworthy 

measurements both to help clients 

set better goals, and also to make 

sure you don’t shoot yourself in 

the foot when it comes time to 

remeasure them. How do you 

look for a good measure in the 

marketplace? Here is a checklist:

 1. Anchored in science: Can the 

vendor point to meta-analyses that summarize peer-reviewed, scientific papers for the basis 

of their assessment instrument? Can they share with you a test manual of the studies they’ve 

done demonstrating that the instruments are fair, accurate, and usefully precise without bias?  

Just as you would avoid a witchdoctor for your healthcare, you should avoid any assessment 

vendor if they respond to this question with one of the following

• “People love our assessments - they tell us that our reports change their lives!”

• “We have 30 years of experience in what actually works, so you can safely ignore the 

bookworm academics”

• “We’ve always had great results even though the academics don’t like our work,”

• “We’re working on it,” or 

• “Our guru or expert personally authored the assessment.”

 2. Comprehensive: If your client wants a holistic assessment, does the vendor have enough 

dimensions grounded in the science to give a good estimate of both the person’s potential 

to realize his or her coaching goals and also a baseline of his or her current personality, 

skill, and performance? If not, it’s like trying to improve your fitness by taking your blood 

pressure without also looking at your weight --you need a holistic view to help the client set 

appropriate goals.

 

3. Reliable: While not every vendor may go to the trouble of using modern Rasch 

Measurements, can they at least show that their test is reliable? Look for tests that report at 

least 0.80 out of 1.0 perfect reliability. One key source of unreliability comes from multisource 

or 360 degree surveys. Remember when you were in school and you had some teachers 

that were tough graders and others who were easy? The same thing happens with ratings in 

a 360. In addition to severe and lenient raters, the science is clear that too often the 360 is 
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quite biased across different cultural settings.15 But 360s, when done well, are the best way 

to measure some dimensions like personality.16 To avoid the large number of problems with 

raters, there are Rasch calibration techniques that you should make sure your assessments 

use to make sure the measurements are fair, accurate, and most importantly comparable 

across time, even with different stakeholders making ratings.

4. Short: Does the vendor waste the client’s or stakeholder’s time with needlessly long 

assessments or do they use Computer Adaptive approaches to create assessments that are 

60% to 90% shorter? Computer-Adaptive measurement with large banks of questions is also 

much more precise than traditional approaches because it asks questions until it has enough 

information to precisely estimate the location of the client on the ruler.

 5. Unforgettable: Does the vendor have a way for people to not only see a comprehensive 

report of the assessment results, but ensure that people actually use those reports? Do they 

use a form of Artificial Intelligence, such as scheduled eCoaching, to help clients remember 

to practice bits of the assessment report in-between coaching sessions? Do they offer AI for 

stakeholders that suggest ways they can also help the client change workplace behaviors? 

LeaderAmp calls our AI for stakeholders, “Nurture Notes” so that we can help coaches mass-

personalize a supportive environment around each client.

15   Craig, S.B. & Hannum, K. (2006). Research Update: 360-Degree Performance Assessment. Consulting Psychology Journal: Practice 
and Research, 58(2) 117-122

16  Connelly, B.S., & Ones, D.S. (2010). An Other Perspective on Personality: Meta-Analytic Integration of Observer’s Accuracy and 
Predictive Validity. Psychological Bulletin, 136(6) 1092-1122.
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Chapter 4:

The Future of  
Measurement is Here

Computing technology has been revolutionizing assessment since the days of mainframes. 

In particular, modern measurement includes the use of computer-adaptive and artificially 

intelligent measurement approaches that are vastly shorter, more precise, and convenient 

than traditional methods.

Computer Adaptive Measurement
Computerized adaptive measurement (CAM, also known as computerized adaptive testing or 

CAT) makes self and 360 assessments as much as 80% shorter and more precise than those 

made with traditional approaches. CAM was originally developed to improve the efficiency of 

achievement testing for school placement decisions.17 With CAM, a computer algorithm picks 

questions that are most informative, and stops when it has enough information. In effect, 

CAM selects questions in the “Goldilocks zone” that are neither overly difficult nor overly 

easy given the respondent’s answers to prior questions. For example, if a stakeholder in a 360 

rates a leader’s behavior low on one question, the algorithm lowers its estimate of the leader, 

17   DeWitt, L. J. (1974). A computer software system for adaptive ability measurement. Minneapolis, MN: University of Minnesota.
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and then shows the stakeholder a question about the leader that is easier to rate favorably. 

This process continues until the estimate of the person’s skill is sufficiently precise or when 

administering additional items is unlikely to produce a meaningful change in precision. Clients 

and companies strongly prefer computer-adaptive measures because these assessments 

are shorter and more precise. This can make a big difference in the speed of collecting 

the information in large-scale global deployments. But because CAMs are also much more 

precise than traditional 

assessments, coaches also 

have a better chance of 

showing improvement, even 

when the client has only 

grown a small amount.

Calibrated 360s
We’ve all had teachers in 

our past who were tough 

graders and others who were 

pretty lenient. The same 

essay might get a low or high 

grade depending on which teacher graded it. This is known as “severity/leniency bias” and 

it frequently plagues multisource surveys like 360s. But there is a way around this problem. 

One member of the Rasch family of models takes into account various factors that may bias 

assessment results, including the severity or leniency of judges.18 By examining how severe 

and abnormal each rater is behaving, the method can remove their bias. This allows the 

system to measure the stakeholders, the questions, and the clients all on the same  

“ruler” of interest. This can help resolve controversies in ways that other measurement 

approaches cannot.

For example, in 2002 scientists studied Olympic figure skaters because of controversy 

surrounding in the pairs competition.19 20 The Russian team originally won the competition, 

but many fans believed that the Canadians, who came in second, should have gotten the 

gold. The Rasch analysis of the judging data from this competition analyzed the severity of 

the judges, the difficulty of the program (standard vs. free 

skate), and the difficulty of the programs (technical and 

artistic). The initial results revealed that the Russian and 

Canadian pairs were virtually tied for first place. However, 

the Rasch analysis identified a number of biases in the 

judging. Both the American and Russian judges tended to 

give unexpectedly high ratings to pairs from their respective 

countries. The American judge also gave unexpectedly high 

marks to the Chinese pair. The ratings given by the American judge were found to be erratic 

- ten percent of all of the ratings made by the American judge were unexpected according 

to the model. Further, the Rasch analysis showed that the order in which skaters performed 

18   Linacre, J.M. (1989). Many-Facet Rasch Measurement, Second Edition. University of Chicago MESA Press.
19  Looney, M. A. (2004). Evaluating judge performance in sport. Journal of Applied Measurement, 5(1), 31-47.
20  Looney, M. A. (2005). Evaluating Judges’ Scoring Patterns in Sport: Observed Versus Expected Scores. Paper presented at the 

Research Quarterly for Exercise and Sport. Research quarterly for exercise and sport 76(1):A12-A13

http://www.leaderamp.com
http://www.leaderamp.com


LeaderAmp.com Copyright, 2019, All Rights Reserved 30

and inconsistent use of the six-point rating scale used by the judges were additional sources 

of bias. It is likely that removal of biased ratings would have had an effect, particularly for 

the American, Russian, and Chinese teams. This study also highlights the ability of the Rasch 

approach to identify potential sources of bias in a 360 assessment, yielding objective and 

more accurate results. The Rasch model provides quality control indices that show the 

degree to which responses are consistent with the attribute of the person being evaluated, 

the difficulty of the item used, and the severity of the rater. These “fit” statistics represent an 

important tool for identifying potential bias and sources of measurement error. Fit statistics 

can be used not only to evaluate the consistency of judges’ ratings, but also the degree to 

which items provide reliable information concerning the ability of the respondent. The best 

modern measurement vendors incorporate these sorts of sophisticated approaches to make 

sure that 360s are fair, accurate, and useful.

eCoaching and Nurture 
Notes
One way that artificial intelligence 

has found its way into many people’s 

lives is through personalized 

recommendations. While this can 

be as trivial as recommending what 

movie to watch next or what brand of 

toothpaste to buy, the implications are 

much more exciting and serious for the 

world of human capital management. 

If a client is measured properly, then 

an AI can select “eCoaching” that is 

tailored to the specific skills that he 

or she wants to develop and in the 

Goldilocks zone of difficulty for that person. Someone scoring towards the bottom of the 

scale on an assessment would be asked to engage in a practice or learning activity that is 

relatively simple, while a person much more skillful in that area would see more challenging 

recommendations. Through such calibrated and automated coaching, leaders can practice 

and develop between their live meetings with human coaches and the coach can review their 

practice activities to hone in on the best approach to coaching.

A similar approach can be used to harness AI in delivering “Nurture Notes” to leaders 

receiving coaching. Similar to eCoaching prompts, these notes can contain recommendations 

for practicing at the right level of difficulty for each learner as determined by where the 

assessment places him or her on a scale. But unlike eCoaching, Nurture Notes can be 

designed to come from people important to the learner, such as peers, mentors, friends, or 

even family. In some ways, Nurture Notes sit between AI-generated eCoaching and one-on-

one interactions with a coach. They’re still calibrated and targeted by AI, but they contain 

personal elements and invoke commitments made to the people most important to the 

learner. We know from a long line of research on goal setting that such commitments are 

more likely to be taken seriously than private intentions.
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Instant Coaching
Coaching is one of most effective strategies for developing employees and is viewed as perk 

by many of those receiving it. However, the cost of hiring coaches has typically restricted 

their use to only particularly critical members of an organization such as C-suite executives 

and high potential leaders. Additionally, even expert coaches cannot be available to clients all 

the time. Enter artificial intelligence (AI). The success of computer science research and the 

development of new technologies for AI are allowing for some of the coaching experience to 

replicated at scale.

One exercise commonly used by coaches is to ask clients to reflect on recent experiences 

and for the coaches to provide specific feedback about the actions taken by the individual. 

LeaderAmp replicates this process using a journal format. Individuals write short journal 

entries recoding recent attempts to apply skills which they are hoping to develop. The AI 

evaluates the effectiveness with which the individuals performs with respect to the dimension 

and provides developmental feedback. In contrast to a human coach, the AI is always 

available, allowing an individual to receive coaching whenever it is most convenient.

The first dimension for which LeaderAmp has developed an AI coach is persuasion. Feedback 

is given by an AI according to the Principles of Persuasion from eminent psychologist Robert 

Cialdini. The AI has been trained in this area of expertise by using material from Professor 

Cialdini and his students, with nearly 10,000 examples of real world persuasion from CEOs, 

and everyday persuasion examples gathered from normal people on the internet.

The technology takes advantage of recent technological advances in a couple of areas. One is 

the development of deep learning --advanced AI models which can interpret human speech 
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using a complex, layered approach inspired by modern neuroscience models of the human 

cognition. Deep learning models in turn leverage word embeddings, which are nuanced 

models of language created by computer scientists at companies like Google and Facebook 

using enormous textual datasets (e.g., the entirety of Wikipedia).

One concern when using AI models is that it is often not transparent how the model 

generates predictions or decisions. When AI models are used to make decisions about 

employees, there is often the worry that a particular AI will be unfair or biased in part 

because of several high profile incidents where AI researchers created models that were 

found to be racist or prejudiced against protected groups. In order to address these issues, 

LeaderAmp couples AI 

technology with a Rasch 

measurement model in 

order to produce bias free 

measurement.

How do we tame our AI? 

We first start out mapping 

the construct we intend to 

measure and develop, writing 

questions and developing 

algorithms at each “tick mark” 

of the ruler we’re creating. We 

conduct studies to teach and 

calibrate our AI, throwing out 

questions or algorithms that 

are biased. We go one extra 

step as well. We have another 

form of AI we call “Auto-

Rasch,” that automatically 

performs the analyses 

required to make sure the measurements are fair, accurate, and precise before sharing the 

new measurement information with the client. What used to take a handful of Ph.D.s weeks to 

compute, our AI can now do in a fraction of a second. This allows clients to practice and get 

AI coaching whenever they wish, and gives coaches a unique window into how their clients 

are progressing (or not) in-between coaching sessions.
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Chapter 5:

Mitigating Re-Measurement Risk

What you measure once you probably want to measure again after an intervention like 

coaching or instruction. Measurement and remeasurement have pivotal roles in each part 

of a coaching engagement. The process begins with a baseline assessment to identify the 

most appropriate initial development goals. This measurement information is essential for 

artificially intelligent forms of coaching to give advice that is neither too hard nor too easy.

The next step is for the key stakeholders such as the coach, the coach’s manager, and 

possibly a program manager to monitor and support the client’s progress towards acquiring 

the skills or behaviors needed to achieve his or her goals. This can be achieved by assessing 

the extent to which the client is deliberately practicing, such as by looking at the client’s 

journaling activity on the days and times he or she decided to reflect on practice and 

experiences. To make sure clients journal regularly, some forms of artificially intelligent 

coaching such as eCoaching are important to let clients schedule mobile “nudges” or push 

notifications with suggestions about what they should practice and think about. This journal 

entry is a critical tool for determining whether or not a client is on track for a favorable 

re-measurement in the future. If a client is not practicing, is expressing discouragement, or 

seems to be repeating mistakes, the journal is an elegant way that coaches can intervene 

with a mobile message sent between coaching sessions.
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Relatedly, it is important to 

build a climate for learning 

transfer so that goals and 

developmental efforts 

don’t happen in isolation. In 

addition to encouragement 

from and accountability to 

the coach, the importance 

of stakeholders and other 

well-wishers for creating a 

transfer climate cannot be 

overstated. Technology, AI, 

and automation can play a 

role here. For example, the 

previously mentioned “Nurture Notes” are calibrated to clients’ skill levels and goals, and 

provide one easy and effective way to give peers, friends, co-workers, mentors, and other 

well wishers concrete actions they can do to support each client. 

Once there is sufficient evidence that the client is fully engaged and has practiced 

deliberately long enough to have a good chance at improving, modern coaching platforms 

will automatically reassess the client. The best systems only remeasure the dimensions that 

were in scope for coaching in order to make re-measurements quick and focused. Even 

though assessment is not the active ingredient in promoting client growth, it can help the 

coach understand where the client may be having difficulty and suggest next steps to take in 

promoting further development.

 

From Data Collection to  
Soliciting Support
In the past, asking people to participate in a multisource or 

360 degree survey could make them feel “spammed” and 

badgered, thus hurting participation. Often, automated 

emails remind people or administrative assistants call 

stakeholders until they complete these surveys. Because 

the surveys are not typically computer-adaptive, they tend 

to be long and they may pointlessly remeasure dimensions 

that are out-of-scope for any particular client. 

Instead of this outdated use of technology and automation, a new approach is needed 

to reframe the entire process of soliciting support from people around the client to help 

them develop. Measurement is just one component of this process. Instead relying on the 

coach or the technology to remind stakeholders to make their ratings, clients can make 

sure they talk with their stakeholders, make public commitments to developing, and ask if 

those around them will offer ongoing support. Then, clients can use an app to nominate 

and remind stakeholders of their role in the program. If they’ve done a good job convincing 
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the stakeholder that they’re serious about applying their feedback, the well-wishers will be 

familiar with what’s needed and won’t feel that the activity is a computer-generated nuisance.

Human Capital 
Growth Reports
By using a software 

platform that automatically 

measures your clients, you 

have a unique opportunity 

to periodically revisit 

overall progress. Whether 

you’d like to revisit 

progress each quarter 

or look at growth curves 

across an entire year, 

this sort of analysis helps 

transition coaching from 

a point solution or mere 

developmental investment to a human capital supply chain analysis. The ultimate question 

for clients is whether or not coaching is both working well and is sufficient to realize future 

talent needs due to retirements, promotions, and turnover. The LeaderAmp platform has 

customizable reports for looking at your client’s talent development trends.

 

These reports give you a new way to offer consulting services that frame coaching 

investments. This strategic frame for selling coaching is an enormous opportunity to “upsell” 

your services by looking at the overall coaching results across all parts of a client’s business. 

It helps you assist clients in anticipating likely retirements, turnover, or growth that will 

require the development of key talent, some of which will require coaching. By matching 

your coaching to the company’s strategic talent forecast, you can provide an intimate, point 

solution to help them address hard to fill or risky talent positions.

The Blending of Training and Coaching
To help your clients achieve some of their goals, hybrid solutions are sometimes required 

that blend coaching with other forms of development like training or stretch assignments. 

For example, persuasion and influence novices are best off first reading Robert Cialdini’s 

books on the same topics, then taking his two-day class, and then working with a coach to 

make sure they’re fully able to apply Cialdini’s deceptively simple techniques to their real-

world work. In this way, platforms like LeaderAmp are now able to help you scale training and 

coaching to not only efficiently upskill the basics, but mass-personalize people’s on-the-job 

application of new skills.
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Considerable advances in psychometric methods have allowed for the development 

of assessments that are much more useful for employee development and coaching. 

Nonetheless, many companies continue to use assessments developed based on methods 

that have largely fallen out of favor among the scientific community in part because of a lack 

of awareness of modern best practices for assessment design.

Rasch based measurement is more accurate than traditional measurement approaches such 

as classical test theory, which often produces poor estimates of a dimension among high and 

low scoring individuals. Rasch measurement also produces much more interpretable units 

of measurement which is an essential feature when measuring change and growth. Finally, 

coupled with computer adaptive measurement and/or artificial intelligence, a Rasch approach 

allows assessments to be shortened without compromising accuracy. 

In addition to better measurement techniques, other recent scientific advances consist of 

new methods for harnessing measurement to improve organizational outcomes. Tailored 

coaching integrates the principles of measurement with psychological research indicating 

that deliberate practice is critical for developing expertise. Evaluations of an individual’s 

current competency level allows practice to targeted towards activities most appropriate for 

an individuals growth. Instant coaching relies on measurement principles to develop an AI 

which can provide meaningful developmental coaching in a manner that is scalable across an 

entire organization. 

Psychological measurement has always been a potent tool for employee development and 

coaching. Adopting modern best practices for measurement allows organizations to go a 

step further in developing their employees and remaining relevant in a competitive landscape 

increasingly dominated by organizations known for effectively managing their talent.

Conclusion
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LeaderAmp is an award-winning, enterprise-ready platform for mobile coaching, assessment, 

and journaling. It complements individual, mobile, and group coaching by embedding better 

coaching and development into people’s daily work lives. The current version includes 18 

areas of leader potential and performance. It can be extensively customized to different 

coaching areas, workflows, and user interfaces.

Find out more at LeaderAmp.com

About LeaderAmp
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